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WORKSHOP ON QUANTITATIVE MEASURES OF RESEARCH 
PERFORMANCE 

CANBERRA 16 MAY 2005 

INTRODUCTION 

This workshop was run as part of the Australian Research Council Linkage project, "Strategic 
assessment of research performance indicators". 

The participants in this project were the Research Evaluation and Policy Project (REPP) at the 
Australian National University, the University of Queensland, and the Department of Education 
Science and Training (DEST). The project was funded for two years and further details can be found 
at:  http://repp.anu.edu.au/Linkage%20grant.htm. 

 

THE AIMS OF THE LINKAGE PROJECT 

The project aimed to provide a knowledge base that supports informed decisions on the use of 
quantitative indicators of research performance, comprising:  

o a comprehensive range of quantifiable performance indicators that could be used to assess 
research performance, including all those currently used in the Australian higher education 
sector, and those identified in an extensive literature review;  

o an assessment of each indicator in terms of its validity, fairness, transparency, independence, 
cost effectiveness and behavioural impact;  

o an evaluation of the likely effects on institutions, organisational units and individuals of using 
different performance measures; and  

o an assessment of whether the application of field-specific weights to performance measures can 
provide a solution to inequalities that can arise from field-specific characteristics.  

The project focused on both bibliometric indicators (based on the written output of research) and non-
bibliometric indicators.  

 

THE ROLE OF THE WORKSHOP 

This workshop was set up to assist in achieving one of the major goals of the project - the assessment 
of a range of quantitative performance measures.The research team provided a copy of an extensive 
literature survey that had been completed in the workshop information packs, and provided an 
overview of the project’s achievements to date.  

This was followed by a detailed assessment of a representative selection of indicators, chosen from the 
comprehensive list of possible indicators identified in the literature review.  Workshop participants then 
scrutinised these indicators in details, aided by the additional information and sample data that was 
provide in their information packs.  The intention was to target the more novel measures and/or those 
that are not routinely used in performance assessment.  

 

BREAK-OUT GROUPS 

For the afternoon session of the workshop, participants were split into four groups.  Each group was 
given three indicators to assess.  In each case there was a bibliometric indicator, an esteem indicator, 
and a third indicator that may be from either class.  It was expected groups would have sufficient time 
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to discuss the first two indicators in detail, but might not be able to cover the third, and for this reason 
the indicators we felt would be most worthwhile to consider were given priority.  To assist in ensuring 
discussions reached across a broad spectrum, groups were constructed so that participants came from a 
range of disciplines, with each containing someone from the arts, somebody from social sciences and/or 
humanities, somebody from applied science, and somebody from basic science, plus a research manager. 

Group members were provided with a worksheet for each indicator, and additional information that might 
prove useful in their discussions (details of the information provided can be found at  
http://repp.anu.edu.au/workshop.htm#indicat).   There was a note-taker for each group, and one 
member – a rapporteur – was nominated to present a summary at the end of the session.  The three 
REPP participants rotated between groups to resolve any questions that arose. 

For most indicators, sample data was extracted from either the project’s experimental database, or from 
other REPP studies, to provide examples to assist with group deliberations.  For many of the indicators 
some extra contextual information was given, and for some additional background information was 
provided.  

Participants were to keep a number of assumptions in mind when discussing the indicators; 
(i). The indicators will not be used in isolation – in any research assessment application, there will be expert 
peers interpreting the data 
(ii) Discussion was to focus on the use of the indicators at high levels of aggregation – an institution, field 
within an institution, or other large unit level.  It was not to cover the use of the indicators for the 
assessment of individual researchers or small groups.   
(iii) It should not be assumed that the convenors of this workshop supported the use of any particular 
indicator.  They would not necessarily defend the indicators, but were seeking an assessment of those 
identified from the research literature. 

The worksheets outlined nine areas on which feedback was sought for each indicator: 
Design:  There are often a number of variations in the way an indicator can be constructed. Participants 
were asked to describe their preferred design for the indicator before considering other issues, as 
discussions would be more productive if design weaknesses were first eliminated. The indicator ‘counts of 
books weighted by publisher prestige’ was used as an example of the types of issues that could be 
canvassed: should publishers be listed in bands or as a continuous ranking? how should the bands be 
constructed? should the bands be weighted? should the data be size adjusted? what period should the data 
cover? what are appropriate category descriptors? 

Validity: This was flagged as one of the most important issues to discuss when assessing the use of an 
indicator to evaluate the quality of research, and one that would be taken further by conferring with expert 
panels for a number of disciplines.  Participants were asked to comment on the extent to which the 
indicator they were assessing was an effective surrogate for the characteristics it purported to measure. 

Fairness:  Participants were asked to comment on whether an indicator could be applied equally across all 
disciplines and all institutions, and to consider what proportion of research effort of the research unit it 
takes into account.  

Reliability:  Groups were asked to consider ‘how reliable is the data?’  For example, how sensitive is the 
indicator to choosing a particular time period or some other aspect of its construction? 
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Transparency:  The participants were alerted to two aspects of this issue.  On the one hand, institutions 
may be the only possible source for the data.  If so, can it be independently verified and does it need to be 
audited?  Secondly, if the data has to be obtained from a third party (e.g. citation analysis from a 
bibliometric unit), then can it be independently verified by the institutions that are the subject of the 
assessment? 

Use: We asked the break-out groups how the indicator should be used.  Is it something that should be 
employed in an RAE-style assessment?  Is it something that is more appropriate for internal management 
purposes?  Is it no use at all?  Should it be linked to the distribution of research funding? 

Data source:  There were a number of issues we wished to canvass in relation to data collection, such as: in 
as far as it is possible to determine, where would the data come from? how would it be collected? what level 
of aggregation would it have to be collected at (some data is only collectable at the level of the individual 
and then it would have to be aggregated up)? might it be possible to extract other data at an institution or 
unit level?  how often would it have to be updated? 

Cost: Participants were asked to consider the financial and ‘opportunity cost’ implications if the indicators 
they were asked to review were adopted for research evaluation purposes.  For example, if third-party data 
has to be brought in, is the cost of buying it in justified?  if institutions are providing the data, how easy is 
the data collection, and how heavy are the compliance costs for institutions?   

Behavioural impact:  Groups were invited to try to anticipate all the ways that institutions and/or 
researchers might try to ‘play the game’ and change their behaviour in order to maximise their performance 
in a particular measure;  and to consider if game playing is carried out, is the impact of this beneficial or is it 
unwanted?  

 

It was noted that some of the issues may be interrelated.  For example, issues surrounding ‘cost’ will be 
quite often closely tied up with those relating to ‘data source’.   

The membership of the break-out groups and the indicators they were allocated is presented below.   The 
group rapporteurs are identified in bold text. 

 

Group 1 

Participants: 

James Walsh, Director of Research Office, UNSW 
Professor Sue Serjeantson, The Australian Academy of Science  
Jonathan Powles, Council of the Humanities, Arts and Social Sciences Project, ANU 
Ian Wronski, Council of Deans of Health Sciences, James Cook University 
Cathrine Hrboe-Ree, Monash University - Council for Australian University Libraries 
Professor Sioban Nelson, Council of Deans of Nursing & Midwifery, University of Melbourne 

Indicators assessed: 

Indicator 1: Citations to non-source publications 
Indicator 5: Honours, awards and prizes 
Indicators 9a and 9b: Visiting fellowships 

 



 4

Group 2 

Participants: 

Ian McMahon, Director of Research Office, ANU 
Professor Philip Kuchel, The Australian Academy of Science and University of Sydney 
Professor Nigel Lendon, Australian Council of University Art and Design Schools, ANU 
Professor Linda Rosenman, Council of Deans of Arts, Social Sciences and Humanities, 

University of Queensland 
Tim Yapp, CSIRO 
Lee Astheimer, University of Wollongong 
Duncan Buckeridge, Allen Consulting Group 
Lyndal Groom, Research Quality Assessment Framework Team, DEST 

Indicators assessed: 

Indicator 2: Journal publications classified by impact quartiles 
Indicator 6: Election to learned academies and professional academic associations. 
Indicator 10: Office Bearers in learned academies and professional academic associations. 

 

Group 3: 

Participants 

Sharon Hughes, Research Services Office, University of Wollongong 
Michael Barber, RQF Expert Advisory Group, The Australian Academy of Science and CSIRO 
John Byron, Academy of Humanities 
Professor Andrew Coats, Committee of Deans of Australian Medical Schools, University of 

Queensland 
Professor Denis Goodrum, Australian Council of Deans of Education, University of Canberra 
John Richards, Academy of Technological Sciences and Engineering, ANU 

Indicators Assessed: 

Indicator 3: Identification of highly cited publications 
Indicator 7: Conferences 
Indicator 11: CAL data 

 

Group 4: 

Participants: 

Professor Archie Johnston, Council of Deans of Engineering, University of Technology Sydney 
Professor Paul Gatenby, Committee of Deans of Australian Medical Schools, ANU 
Tony Hill, Executive Member, Australian Research Managers Society 
Tim Brown, Deans of Science, ANU 
Andrew Glenn, DVC Research, University of Tasmania 
Professor Stephen Corones, Council of Australian Law Deans, Queensland University of Technology 
Professor Su Baker, Australian Council of University Art and Design Schools, Victorian College of 

the Arts 
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Indicators assessed: 

Indicator 4: Book publications weighted by publisher prestige 
Indicator 8: Service to journals 
Indicator 12: Membership of grants committees. 

 

REPORT OF GROUP DISCUSSIONS 

Following the break-out group session, the workshop members reconvened.  The rapporteurs presented 
their findings and also took questions from the floor.  The most salient outcomes of the break-out group 
deliberations and further issues raised by participants are paraphrased below, indicator by indicator, and 
direct comments are used to highlight matters identified as being of particular importance.  We found, as 
predicted, that the groups devoted more time to the first (bibliometric) and second (esteem) indicator, and 
few got round to considering their third indicator. 

In Linda Butler’s concluding comments she noted the value of the break-out sessions, which had ‘been a bit 
of an eye-opener’ and in a couple of instances she would ‘never have predicted the results that we got.’ In 
particular, the outcomes of these sessions have given REPP ideas for selectively further road testing some 
of the indicators, particularly ‘where it’s more fruitful for us to go and which ones are probably not worth 
pursuing or spending the time on.’   

 

Indicator 1: Citations to non-source publications 

In terms of design, publications covering the four current DEST publications categories should be 
collected.  In addition to the REPP ARC Linkage Project Experimental (ALPE) Database, another 
potential data source is something like the Arrow Project that UNSW and Monash which is collecting 
research publications online and could potentially be used in tracking citations to non-source 
publications [for more details see:  http://arrow.edu.au/]. 

The group was very concerned about the issue of validity, particularly the question ‘does the data measure 
some aspect of research quality?’  They decided that it depends on the discipline.   

As for fairness, they thought that because this approach ‘was mainly based on ISI indexing that it probably 
wouldn't be fair for all disciplines.  It would miss out certain things.’  The group also thought that to make 
this measure workable, one would need to take account of publication patterns for each discipline.  In 
agreement with the appropriate academic constituency, the collection of information in certain 
disciplines would have to be extended. For example, the Institute of Electrical and Electronics 
Engineers (IEEE) proceedings are not reported by all institutions, and they do not always qualify for 
one the four DEST categories, yet they are incredibly important to electrical engineering and ICT.  
Indeed, those disciplines consider them in many ways to be their main and most prestigious publication 
source.  

An interesting suggestion relating to the design of the measure was that departments or individuals could 
choose their five best publications and defend those, akin to the process for the British RAE.  Thus the 
judgement would be based upon a certain set of publications rather than on everything produced.  This 
might reduce ‘opportunity costs’, make the data collection more manageable and has the added benefit that 
there would be no need for a national audit.  Even if it were feasible to collect details of all publications 
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through something like the Arrow database, it would still be an enormous analysis and the group was not 
convinced the benefit would justify this. 

There was general support for this indicator as it ‘answers questions that otherwise couldn't be answered’, 
and the group was fairly comfortable with the idea that it could be used to supplement existing data (i.e. the 
four DEST categories) and could therefore be tied to funding. 

 

Indicator 2: Journal publications classified by impact quartiles 

In terms of the design of this indicator, there was little support for ‘quartiles being categorised by ISI impact 
factor’ because ‘it was felt that impact factors were biased against some disciplines, and that there were 
problems in the construction of the data.’  The group decided that ‘redesigning the quartiles according to a 
publications list or rating that we could collect ourselves from the sector could possibly be a useful 
performance indicator’ and the rest of the discussion was conducted with this model in mind. 

The data source is the academic constituency itself, and ‘the data will have to be collected by asking 
researchers from each discipline what they consider the best and most relevant journals in their area are.’  
The group noted that ‘If the measure was used in conjunction with the RQF, it could be updated in line 
with the frequency with which the reviews were undertaken.  The lists could be revised, adding new 
journals and shifting some up or down the classification where appropriate.’ 

On this basis the measure is valid (i.e. it measures some aspect of research quality) because it is based upon 
journals that are valued the most by a discipline.  The measure would also be fair as  

the journal rankings would be nominated by the disciplines themselves and then agreed to and 
validated by an over-arching institutional organization, with the possibility of having them 
internationally validated.  It would mean that we could also include Australian based journals for 
discipline areas that feel that they’re disadvantaged by the focus on international journals – for areas 
such as history, indigenous studies, and the like. 

It was felt that for the humanities, arts and social sciences, ‘discipline areas which do not fit the science 
model’, the indicator avoided many of the problems of other measures as these areas would be able to 
create their own discipline-specific lists.   

The group felt that this indicator would be ‘absolutely’ transparent because the lists would be generated and 
hence validated by the sector themselves, published, and internationally benchmarked where possible. 

In relation to the costs associated with data collection, the group believed that that this would be quite heavy 
the first time the lists were created as it would be a time intensive task to collect, collate and validate the 
journal lists.  ‘Time and effort would be required at the institutional level for initial collection, and centrally 
for the collation and validation phase, but the impost would be heaviest at the first time round. It would still 
work out better than paying Thomson ISI for the citation data.’  The group thought that it might be 
possible to utilise the Higher Education Research Data Collection (HERDC) publication data, which is 
collected from universities, to reduce the costs of the exercise as this could yield lists of journals currently 
used by researchers.   

As for potential behavioural impact, it was thought that this would be fairly positive because ‘if it is agreed that 
these are the journals that researchers should be publishing in because they are valued and relevant in their 
discipline area, then that would derive a fairly positive behaviour.’   
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The group were ‘quite happy’ to use the indicator to inform a research assessment exercise: 

It is a way of seeing the research context of the institution or the unit that is being assessed.  It 
shows where they are publishing and panel members, even if not experts in that particular discipline 
area, would be able to look at the list and determine whether they are highly ranked journals.  They 
would have confidence in doing that because the journal lists have been created and accepted by 
peers in the relevant discipline.   

The final decision of the group was that the indicator should not be linked to the distribution of research 
funds in a formulaic way, but rather as part of understanding the working context of a research unit and 
how it is valued in its discipline area. 

In general discussion, some concerns were raised about this indicator, including the need to account for 
emerging research areas and multidisciplinary research, and concerns that parochial Australian lists would 
emerge.  In relation to multidisciplinary research, one participant (a statistician) commented 

If I  do something in collaboration with an earth scientist and we agree that its impact is really in the 
earth sciences area, then we would sign up for that publication to be weighted according to the 
earth sciences ranking.  So I think you can avoid all those issues, albeit at the cost of complexity.. 

It was noted that while this measure appeared an attractive option for ‘those areas where the indicator is 
most needed, such as education, philosophy and other disciplines not well covered by ISI data’, it was also 
noted that for these disciplines journal publication is not the norm, so the indicator may be problematic in 
that respect. 

 

Indicator 3: Identification of highly cited publications 

The discussion about this indicator initially focused on its design and particularly on the selection of cut-offs: 
the top one per cent and the top five per cent.  The data provided referred to economics, with the result 
that there were relatively small numbers involved.  The one percent cut-off resulted in numbers that were 
too small to be useful, and so was unlikely to give much information that would not already be known to 
peer reviewers.  It was felt that at a five per cent cut-off, the data at the university level becomes interesting, 
although it is still focussed on a very small proportion of total output.  

In terms of behavioural impact, where the citation thresholds were quite low (as in the economics sample), 
some participants believed it would be possible for a department’s staff to cite each other sufficiently often 
to manipulate their entry into the top one percent.   

This indicator was not judged to be useful in a comprehensive research assessment exercise, particularly one 
that aims to asses the broad quality of a unit, as it focuses on ‘the stars’. 

 

Indicator 4: Book publications weighted by publisher prestige 

The group thought that all issues relating to this indicator would vary by subject field.  They felt that the 
indicator was ‘quite a valid measure’ because it was measuring the judgment of editorial panels, it was 
measuring the esteem that academics hold particular books and sets of books in, and it was measuring 
things like how successful publishers are to some extent by how much their books are sold within an 
academic context.  They discussed the design of this indicator and how many bands should be used to 
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classify publishers, and that this would vary by field, although the aggregation of bands would be more 
straightforward for book publishers than was the case for journals in Indicator 2.  As for compliance costs, 
HERDC data is already being collected, and lists of publishers can be drawn from this and should not be 
too great an undertaking, particularly when compared with the option of a research assessment exercise 
based on gathering and assessing everyone’s five best publications.  

The group considered whether the indicator was equally applicable to all research disciplines (the issue of 
fairness), and decided it clearly was not because in many areas books are not very well used but in others they 
are.  The indicator was seen to be reliable if there were large enough numbers represented, and was 
transparent if the lists were assembled in consultation with the academic constituency on a field by field basis, 
were published, and if  the methodology was clearly spelt out for each discipline. 

It was felt that this indicator would have a reasonably positive behavioural impact because ‘people would feel 
that it really matters whether they are aiming to do the best work and to get it published in the best 
publishers.’ 

The conclusion was that the indicator could be used to inform the RQF exercise using discipline specific 
prestige rankings.  

 

Indicator 5: Honours, awards and prizes 

The conclusion was that honours, awards and prizes should not be used as an indicator, especially if 
funding were to be tied to it.   It was felt that receiving these accolades sometimes depended very much on 
the charisma of particular individuals and was not necessarily an indicator of the underlying quality of 
research in the department, and that awards and prizes within institutions could be quite small within 
certain departments at any given time. 

 

Indicator 6: Election to learned academies and professional academic associations. 

There was little discussion of this indicator, although the two people in the group who had been elected 
to learned academies ‘thought that was a very good idea’, but there was less enthusiastic support from the 
rest of the group! 

 

Indicator 7: Conferences 

Reflecting on data sources and the cost of this indicator, workgroup members noted that before the measure 
could be introduced it would first be necessary to identify all the relevant conferences, and classify the 
different types of conference activities, and so viewed with ‘a degree of horror’ the complexity that would 
be brought upon the system if this indicator was introduced.   

In terms of validity, keynote addresses were seen as indicators of esteem as long as ‘they're not actually used 
for anything else’: as soon as they are turned into a formal research quality indicator, their value as such 
could be distorted by easy manipulation.  Perverse behavioural impacts might be creating conferences, and 
arranging for invitations to give keynote addresses. 

Due to the difficulties addressed in data source/cost and behavioural impact, the indicator was only judged 
to be useful in a limited number of fields.  For example, computer science and engineering are disciplines in 
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which conferences are a significant, if not the major, stream of dissemination, and in these fields the 
measure warranted further investigation. 

 

Indicator 8: Service to journals 

The break-out group spent some time considering the design of the indicator, and thought that bands could 
be used to classify various journals and various roles.  The detailed list provided could be simplified to three 
levels: editor, editorial board/associate editor, and referee/reviewer.  They thought that the 
referee/reviewer category was least useful because it would be very hard to collect and verify the data: 
almost every established academic gets regular demands for refereeing.  So the other two levels would yield 
the most information, which the group felt was valid information, and fair information particularly when 
taking into account the quality of the journal if the journal rankings used had been developed well.  

In terms of data source and cost there was some disagreement about how much work that would entail. The 
rapporteur believed that an individual academic probably only has three or four items at most: ‘I am editor 
of [Journal X] and I am associate editor of this, this and this’, so it would not mean collecting an enormous 
amount of extra data. 

The indicator was deemed to be reliable, provided that there are reasonable numbers and a reasonable level 
of aggregation.  It was transparent for editors and editorial board members because that information is 
published in journals.  However, the indicator would not be transparent for the activity of refereeing 
‘because typically refereeing is still anonymous.’   

Editors sometimes publish a list of referees, but if you were going to the level of counting the 
amount of referring that people have done, you're going to have all sorts of problems about the 
distribution of that over the quality of different journals that you’ve got, and it would be very hard 
to verify that data and there’d be a really very high cost. 

The indicator was likely to be influenced by factors not related to the inherent underlying quality of a unit’s 
research.  It could be affected by  the varying age and gender profiles of departments, and this would have 
to be allowed for in some way.  Nor was the indicator seen as equally applicable to teaching and research 
focussed units because, for example, ‘being an editor of a major journal is a really major job and it’s likely to 
be somebody who’s got themselves in the privileged position of having a very high amount of time 
available for research.’   

The group thought that the indicator would drive good behaviours because ‘journals, be they electronic or 
paper, really do need people to devote time to those kinds of activities, and increasingly that’s difficult for 
people.’  If there were some direct reward for this, then it would encourage people to be involved in the 
activities that go with publishing. 

Overall, it was felt that this indicator (for editors and editorial boards) could be used in a research 
assessment exercise and linked to distribution of funds.   
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Indicators 9a and 9b: Visiting fellowships 

The group thought it unwise to tie money to visiting fellowships, and that it was an indicator that would 
require a great deal of definition and would be ‘as vexed as honours, awards and prizes because it would 
certainly change behaviour: you would suddenly start having lots and lots of visiting fellowships in institutions 
across the country.’ 

They did, however, think that it was a useful indicator of research quality.  If a prestigious visitor was 
coming to your institution they may have chosen it particularly because of the quality of the infrastructure 
or the attractiveness of the research group that they were coming to visit. 

 

Indicator 10: Office Bearers in learned academies and professional academic associations 

There was no discussion of this indicator. 

 

Indicator 11: CAL data 

Most of the workgroup members knew little about the proposed indicator, but were intrigued by it as a 
measure.  In terms of validity, the database was not sufficiently understood to judge whether measures 
constructed from it would be relevant, but there was an interest in exploring the data more.  There was 
concern that as research copying is exempt from reporting to CAL, it is potentially missing important 
information.  A possible behavioural impact is that this indicator might present an incentive to teach first year 
courses and include departmental publications in student ‘bricks’. 

 

Indicator 12: Membership of grants committees. 

There was no discussion of this indicator. 

 

CONCLUDING REMARKS 

When discussing Indicator 3, participants made a general observation that was applicable to all the measures 
scrutinised in the worksop.  They put forward the idea that in the context of a peer reviewed research 
assessment exercise ‘if astronomy is happy with the ISI thing, let them go with the ISI thing.  If law can't 
use the ISI thing, let them go with a discipline panel of expert lawyers.  If the economists insist on being 
collective, let them go with a survey of all academic economists in Australia as the basis for the panel 
making the decision.’  That is, panels should be allowed to vary their methodology ‘because the most valid 
methodology is going to vary by field, as everything else.’ 

A common thread throughout the discussion was that it was difficult to discuss how indicators would be 
applied when it was uncertain if they would be adopted as a stand-alone metric applied across the board to 
all subject areas and directly tied to funding, or to inform discipline-specific peer review panels as part of a 
research assessment exercise.  There was also judged to be much variation in the acceptability of indicators 
across fields.  As one rapporteur put it, ‘Our conclusions were that for each of the indicators … it depends, 
it depends, it depends.’ 


